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Abstract—Indoor Positioning based on WiFi has received
extensive focus from research communities, owing its promises of
ubiquitous positioning indoors for a variety of applications. The
majority of the existing research on WiFi positioning centers
around the improvement of positioning accuracy. However, to
this end there is missing a unanimous evaluation methodology
appropriately reflecting criteria relevant in real-world use. As-
sessing and advancing the state-of-the-art is often hindered by
incomparable evaluation settings, and in many cases a missing
rigor in describing evaluation methodology, metrics, and data
collection, which is often decoupled from realistic use scenarios
and their diversity. This leads to major challenges—and often
disappointments—when implementing positioning methods in
the hope of the promised accuracies. We believe that this
holds especially in large real world environments, as only few
extensive experimental evaluations have been reported in such
environments.

This paper presents a comparative evaluation of several
indoor positioning techniques set at a large university hospital
spanning 160, 000m2—an environment where several location-
and context-aware logistic applications are in daily use. The
positioning methods utilize measurements of signal strengths
using existing WiFi infrastructure, which eases deployment and
maintenance. We identify meaningful key metrics which describe
different aspects of the methods’ performance. Using these
metrics, we furthermore report on experiences with implementing
and utilizing indoor positioning solutions in a highly diverse
environment, in which building types and materials, as well
as building use differ across the complex. Correspondingly, the
evaluation data we use is gathered at different building complex
parts, days, and daytimes, and both at static locations as well
as traveling within the building complex. Our results illustrate
and quantify the challenges and breakdowns in transferring
performance results from a small controlled setting, such as a
small office environment, to a large dynamic building complex.

I. INTRODUCTION

Accurate positioning of people and devices both indoors and
outdoors has long been a goal within the research community.
The ability to track targets of interest enables the realization of
a wide range of both context-aware and logistic applications,
which have the potential to ease life for a multitude of
people. Applications have been proposed for both the general
citizen [1] as well as for work domains, such as hospitals [2],
depicting the range of opportunities for utilization of indoor
positioning algorithms. However, currently there exists a lim-
ited understanding of how positioning algorithms proposed in
research behave in real world settings, since many evaluations

have been conducted on small data sets over short periods
of deployment only or in small environments. In line with
related research [3], [4], [15], [16], [21], we suggest that
research on the deployment of positioning systems in the real
world will increase both our understanding of the problem
as well as deployment and application opportunities. With the
increasing interest in indoor positioning, there has also been an
increase in technologies enabling implementations of a large
variety of positioning systems. Increasingly, efforts are made
to improve the performances of various indoor positioning
technologies, and also to comparatively evaluate these, using
a common and fair evaluation setup [5]. When implementing
and deploying positioning systems in the real world, often
additional, yet in research underrepresented criteria become
more important, specifically low deployment and maintenance
costs [3], [4]. For this reason, WiFi is a suitable technology for
indoor positioning in many real-world scenarios, since most
buildings are equipped with WiFi infrastructure, removing the
need to introduce new and expensive hardware. The prevalent
limitation in using Received Signal Strength Indication (RSSI)
from WiFi is the volatility of signal propagation, which renders
signal strength a measure hard to predict, as it changes chaot-
ically and significantly with only small changes in position
and tends to fluctuate over time. Additionally, dominating
prominent concepts using WiFi that promise high accuracies,
such as empirical fingerprinting, are often considered too
costly in maintenance by stakeholders [4].

We believe that investigating how current algorithms behave
in such real-world deployments, in various environments and
in different scenarios, will strengthen our knowledge of the
possibilities and limitations of indoor positioning. This paper
contributes with a large-scale evaluation of positioning meth-
ods utilizing RSSI from WiFi. We evaluate these methods on
more than 12 hours of WiFi data collected at a major university
hospital spanning 160, 000m

2 of indoor space. The data was
collected during different days, daytimes and use scenarios.
In the chosen evaluation setting, several real-world-typical
conditions apply—such as different building types, materials
and use-scenarios—since for hospitals several context-aware
and logistic applications have been proposed [2], and several
such applications are in operation at the chosen hospital—and
hence there also exists a real need to understand what can
be expected from indoor positioning in such an environment.
In accordance with the stakeholders, after a pre-selection of978-1-5090-2425-4/16/$31.00 c� 2016 IEEE



positioning methods, excluding those deemed too laborious
to maintain, we focused on low-cost and low-maintenance
approaches—as required and preferred by stakeholders in
many real world use scenarios [4], as elaborated also in
Section II. For this analysis and more generally for evaluating
usefulness of positioning solutions, we investigate different
evaluation metrics for describing different aspects of posi-
tioning performance. We then use these metrics to present
experiences on implementing and using indoor positioning in
a highly dynamic and diverse environment.

II. RELATED WORK

A variety of different technologies has been proposed for
indoor positioning ranging from often dedicated installations
(e.g., Infra Red (IR) [6], [7] and RFID [8], [9]) to low cost
approaches based on existing infrastructure (e.g., WiFi [10]).
Want et al. [11] introduced indoor positioning using an infras-
tructure of dedicated IR receivers and user-worn IR badges
to obtain room-level accuracy. Bahl et al.’s RADAR system
[10] introduced positioning using standard WiFi infrastructure
via fingerprinting, using emperical RSSI data collection or
propagation models for the deployment area. Atia et al. [12]
propose a system which obtains an accuracy of 2-3 meters
via measuring the RSSI between access points (APs), thereby
dynamically calibrating a fingerprinting radio map by param-
eter optimization, not unlike in Ni et al. [13]’s LANDMARC
system, which uses RFID for localization. Using reference tags
located at known positions, a median accuracy of 1 meter is
achieved. Evennou et al [14] fuse empirical fingerprinting,
dead reckoning, and particle filtering to achieve a mean
accuracy of 1.53m.

Common to most related research is a strong but somewhat
narrow focus on improving positioning accuracy, sometimes
neglecting (to evaluate) other concerns which manifest in real-
world deployments. Table I lists prominent results in the field,
together with test bed and data set sizes, highlighting that
the latter are often quite limited. As a consequence of the
narrow research focus on accuracy, many indoor positioning
approaches come with substantial (and depending on the use-
scenario: sometimes prohibitive) costs when deployed in large
building complexes [6], [13].

Therefore, recently several researchers have proposed an
additional focus for the positioning community: to understand
the needs and requirements for indoor positioning systems
in real world deployments [21], such as minimizing costs
[15] or to provide foremost only room-level positioning [16].
Kjærgaard et al. [4] presented a qualitative study of require-
ments for organizations of different scale, concluding that
requirements are often use-case-specific and vary significantly
across organizations. Recent work [17], [18] on utilizing WiFi
positioning to track personnel, patients and visitors in large
building complexes in order to aid logistical operations and
informing facility management suggests that less accurate
and simple positioning solutions are often sufficient and in
fact preferred by the stakeholders due to their robustness. In
addition, related research is emerging on the issues and pitfalls

that may be encountered in real-world deployments [3], [19];
e.g., Casas et al. [20] focus on deployment problems at a
number of different locations, demonstrating the difficulties
in foreseeing critical factors and situations that may render
the deployment process practically infeasible. Extending the
evaluation practices of indoor positioning systems in large
environments was identified as a central challenge by Potortı̀
et al. in the course of IPIN’s 2015 EvAAL-ETRI competition
[21]. In line with the above approaches and propositions, the
work presented here aims to extend and reflect on real-world
evaluation practices—e.g., by evaluating in a large dynamic
real-world environment that hosts several use-scenarios, and
by considering a multitude of evaluation metrics.

III. SELECTING AND ADAPTING POSITIONING METHODS
FOR LARGE-SCALE INDOOR USE

This section describes prominent WiFi positioning and
position filtering methods suited for deployment in large-scale
environments. Before evaluating them rigorously in Section
4, we present the methods in detail, giving also specifics
about how we adapted them. Throughout the paper, we assume
that RSSI measurements have been partitioned into windows
of equal duration, where measurements in one window will
contribute to one position estimate. As a baseline method,
used unless stated otherwise, measurements are grouped in
individual WiFI scans.

A. Weighted centroid

Weighted Centroid (WC) estimates a position from the k

APs with highest RSSIs as the weighted average location of
these APs. The weight function is based on the RSSI received
from the APs and is given by

weight = (⌧ +RSSI)

2
. (1)

The function yields high weights for APs with RSSI close
to 0 and low weights for APs with RSSI close to �⌧ . We
use ⌧ = 100 throughout the paper. This algorithm does not
take the attenuation of static or dynamic obstructions in the
environment into account, hence the accuracy of a system
based on this algorithm will vary depending on the complexity
of the environment. Furthermore, the accuracy also strongly
depends on the density of the AP infrastructure. The simplicity
of the algorithm means it requires low effort to implement and
maintain, motivating its inclusion in this evaluation.1

B. Radio maps and model-based fingerprinting

We constructed a Radio Map (RM) for each floor, using
floor plans of the environment. The radio map (RM) method
is based on an extended version of the (signal strength) path
loss model used by Bahl et al. [10]:

P (d) = P (d0)�10·⌫ ·log10(d/d0)�aW ⇤nW�aF ⇤nF, (2)

1Note that while WC comes with drawbacks such as restricting position
estimates to the convex hull of the set of AP locations, we evaluated similar
alternative methods such as lateration variants to not yield higher accuracies.



Bahl et al. [10] Atia et al. [12] Ni et al. [13] Evennou et al. [14] Lymberopoulos et al. [5]
Dataset size 70 locations, 4 directions 2 traces + 125 static estimates 48h of static estimates 1 trace 20 static estimates
Performance Median 4.3m RMSE of 2.0367m� 3.196m Median 1m Mean 1.53m Mean 0.72m� 10.22m
Environment 980m2 300m2 and 1000m2 40m2 1600m2 300m2

TABLE I: Evaluation setup parameters and selected accuracy results for indoor positioning evaluations in related work.

where P (d) is the estimated RSSI at distance d from the
AP, P (d0) is the known RSSI at distance d0 from the AP, ↵ is
a coefficient modeling the typical path loss in the environment,
aW is the wall attenuation factor, aF is the floor attenuation
factor and nW and nF are the number of walls and floors the
signal passes through, respectively.2 Furthermore, the variable
maxWalls describes the upper threshold of walls we, resp. Bahl
et al., consider in the model when calculating path loss. Note,
that the optimal value for maxWalls likely varies with the
deployment area, since it depends on building layout and wall
materials. The radio map is then used for fingerprint matching:
For each measurement window, the k measurements with the
highest RSSIs are matched against entries in the radio map,
using as match likelihood the Euclidean distance in signal
space. The r radio map entries best matching the measurement
(aggregate) are used to compute the location estimate as the
weighted average of the locations of the r entries, where the
respective match likelihoods yield the weights.

C. Floor prediction
Floor prediction is often omitted in related work, however,

it is often crucial for the real-world use of positioning systems
deployed in large building complexes. We propose five basic
methods based on the k strongest APs.

1) Strongest AP (SAP): The floor a target is on is estimated
as the floor of the strongest AP. This estimation method
performs reasonably well, since floors are often separated by
several inches of concrete, so that APs on the actual floor
are much less attenuated. However, this method will often be
biased for complex building layouts.

2) Weighted Average (WA): Using (1), the floor is estimated
as the weighted average of the received APs. Results may be
heavily biased by fluctuations in RSSIs and are therefore also
sensitive to building layout. Furthermore, this method is prone
to favor middle floors.

3) Majority Voting (MV): The floor is estimated as a basic
majority voting of the received APs. Results are less sensitive
to building layout, but may be heavily biased in case of
different densities of APs for different floors or areas within
the deployment area.

4) Weighted Majority Voting (WMV): To attenuate the
sensitivity w.r.t. AP density, we also evaluate floor prediction
based on weighted majority voting using the APs. Weights are
based on the AP counts for the different floors:

weight

f

=

P
f

max

i=0 |{AP

h

}
floor(AP

h

)=i

|
|{AP

h

}| , i 6= f (3)
where h = 0 . . . n, with n as the number of APs, weight

f

as
the weight for floor f , and 0 and f

max

defined as the lowest,
resp. highest floor level in the deployment area.

2Note, that we also considered RM variants without accounting for individ-
ual walls and various parameters ⌫, but as with lateration variants resulting
accuracies were evaluated to not be superior to WC.

5) Radio Map Based Prediction (RMP): Floors are pre-
dicted based on which floor in the radio map matches best the
measured RSSIs. We compute the weighted average floor of
the top r entries used to generate the position estimate.

D. Motion filtering
For smoothing noisy position traces and discard unrealistic

outliers we consider two filters, a simple temporal filter (TF)
and particle filtering (PF). Both techniques aim to improve
tracking accuracy by exploiting temporal coherence of move-
ment and can be employed in conjunction with any single-shot
positioning technique, including WC and RM.

1) Simple Temporal Filter: The simple temporal filter
merely computes a weighted average of the last two computed
positions, where the former position’s weight decreases with
age: the weights assigned to that former and the current
estimate are (�t

max

� t)

2 and (�t

max

)

2, respectively, where
t denotes the time difference in seconds between the two
estimates and �t

max

is set to 100s in our evaluation; �t

max

is also used as a threshold for when to apply the filter—which
is not done if the former estimate is more than �t

max

seconds
older than the new estimate. The simplicity of the TF algorithm
makes it highly computationally efficient compared to more
advanced techniques such as particle filtering.

Note, that we also investigated techniques such as Kalman
filtering which take into consideration not only the latest
position estimates but also the motion vector computed from
the latest estimates. We decided against such techniques since
the motion vectors proved too noisy for indoor pedestrian
tracking.

Also due to noise and slow movement, we found that the
filter achieves much higher positioning quality improvements,
when we limit its application to likely outliers: We do so, via
a pre-check, applying the filter only when the speed computed
based on former and current position estimate exceeds an
upper threshold s

max

for likely indoor pedestrian speeds. In
our evaluation we used s

max

= 2m/s.
2) Particle filter: The implemented standard particle filter

can be used with all aforementioned positioning methods,
where the position estimates are used to compute weights
for the particles, which model likely positions of the tracked
target, see, e.g., [22]. A particle consists of a latitude and
longitude position and a weight, which is the multiplication
of the last ✏ assigned weights, which are kept with the particle
in an circular array of size ✏, where iteratively the oldest
entry is replaced when a new weight is computed based on
a new position estimate. The size � of the particle set used
reflects a trade-off between desired accuracy and available
computing power. The PF algorithm consists of three basic
steps, prediction, correction and resampling.

a) Prediction: In the particle filter’s prediction likely
movement is modeled. We chose to apply random movements,



but in accordance with the walkable paths in the building
complex: a movement, threshold by an upper bound on the
target’s estimated maximum speed, is randomly sampled, but
discarded and re-sampled until it is in accordance with build-
ing infrastructure’s restrictions, i.e. until its not,e.g., traversing
walls. For this check, we rely on building model information,
as available by local national law for building complexes of a
certain size.3 While in particle filtering the prediction can be
based on motion vector estimates, we chose—as for TF—not
to employ these, again due to the motion noise obfuscating
the actual pedestrian motion. For similar reasons, we did
not employ inertial sensor measurements for motion vector
estimation, since at the chosen deployment site magnetometer
readings are often distorted, and since IMUs in the targeted
mobile phones come with comparatively poor accuracy.

b) Correction: Given a new position estimate e and a
location loc(p) of a particle p, its weight after correction is
defined as follows:

weight = exp

✓
�d(e, loc(p))

2

2�

2

◆
, (4)

where � depicts the quality indicator for the new position
estimate e, i.e., a measure for the confidence in e, and
d(e, loc(p)) depicts the Euclidean distance between the es-
timate and location of the particle.4 The quality indicator �

can be computed in a number of ways and in the simplest
version, � is constant for all estimates. In many scenarios, the
performance of particle filtering can be increased by more
elaborate measures for the quality indicator �. Being able
to predict the error of an estimated position is generally a
strong tool and can improve many applications. For a PF, the
quality indicator may describe the Euclidean distance error.
Due to the dynamic environment at the hospital, it has proven
very difficult to compute useful quality indicators. As quality
indicators we considered both Signal Strength Variance [23],
Signal Strength Variance vs AP Distance Variance, where the
general signal strength variance is compared to the variance
in distance to the APs, and Propagation Model Fit, where
quality is computed based on how well a set of samples fits
the propagation model presented by Equation 2. Moreover,
we also considered large increases in speed and AP density
as error indicators. We found no clear correlation between
positioning error and the mentioned quality indicators and
none of the methods provided accuracy gains when utilized in
the PF, hence we decided to use a constant quality indicator �.

c) Resampling: To remove unlikely particles and to
upper- but also lower-bound the spatial variability within the
particle set, re-sampling is performed [22]. To this end, we
iteratively recruit and then duplicate particles with weights
exceeding iteratively and randomly sampled thresholds, until
the desired size of the new particle set is reached (or until a
prescribed maximum number of iterations is carried out).

3Note, that alternative particle filtering approaches may incorporate match-
ing with map information as above but in the correction step instead [22].

4For clarification, note that this weight function calculates the new latest
entry in the particle’s weight history, and the particle’s total weight is then
the product of all weights in the history.

After each iteration, the particle filter provides a positioning
estimate, computed as the centroid over all particles in a radius
of 20m around the cloud’s particle with the highest weight.

IV. EVALUATION METHODOLOGY

In this section, we describe and motivate metrics which
we deem suitable for evaluating large indoor positioning
deployments, as well as describe the chosen test bed and data
collection procedure.

A. Metrics
Central to determining the usefulness of a given positioning

system is its accuracy in real-world use; for the definition
of accuracy though several proposals exist—partially due to
that there exist several (and thus not one canonical) way of
matching measurements to ground truth positions, and thus
for calculating distance between measurement and ground
truth trajectory, and thus, of calculating accuracy. Secondly,
for assessing accuracy not only for a single position, but for
a whole trajectory, several approaches have been proposed:
building aggregates, such as maximum, mean, or median,
over the accuracy values for individual measurements along
the trajectory; or utilizing more complex accuracy measures,
global to the trajectory, such as the Fréchet distance [24].

We thus consider a variety of evaluation methods and
metrics for assessing indoor positioning and position tracking
quality. Among others, we borrow from the proposals of Cao
et al. [25]: As a central evaluation metric we use E

u

, defined
as the Euclidean distance between a position estimate (p, t)

and the one ground truth position (p̃,

˜

t) with the timestamp
˜

t = t or closest to t among the ground truth positions.
We also consider a variant of E

u

, termed E

u

⇤, where
we conversely match each ground truth position (p̃,

˜

t) to the
position estimate with the timestamp closest to ˜

t.5 This metric
is superior in revealing, e.g., temporal gaps in the trace of
position estimates. We also consider E

d

, where each ground
truth position is matched to the spatially closest one among all
of a trip’s position estimates, regardless of their timestamps.
This metric is superior in revealing spatial gaps in the trace of
estimates. For all of E

u

, E
u

⇤ and E

d

we interpolate ground
truth to obtain a ground truth trace with positions at 1 Hz.

Furthermore, the results of E
u

, E
u

⇤ and E

d

may suffer from
biases due to assuming constant speed between waypoints. For
this reason, we also consider the evaluation metric E2 [25]:
here, estimates are matched to the two temporally adjacent
ground truth positions, and the error is then described as
the Euclidean distance from the estimate to the segment
constituted by the latter two positions.

In addition to measuring accuracy as the deviation of a
position or trajectory estimate from its ground truth pendant,
we also consider a measure E

p

, for the positioning variation,
i.e., for the dispersion of a set P of position estimates, as
measured at a static position. E

p

is defined as the average
distance between pairs of points in P . The measure is of use,

5Note that in the exposition of this and following metrics, we assume
position estimates and ground truth recordings to be from one individual trip.



Large window sectionConstruction Stairs & elevators
Open hallways Atrium & window section

Fig. 1: Map of the hospital; highlighted are areas which come
with challenges for WiFi positioning.
e.g., when tracking positions and motion over time, as be-
comes apparent when, e.g., computing motion characteristics,
such as speed: The uncertainty of, e.g., a speed computation,
is closely related to the positioning variation.

While the evaluation metrics proposed so far describe the
position accuracy, and variation of estimated position traces,
they do not always accurately capture trace similarity. There-
fore, for measuring the similarity of position trace to ground
truth trace, we consider also the Fréchet distance, as proposed
by Buchin et al. [24]. The Fréchet distance is a natural distance
measure for curves that takes monotonicity and continuity
into account. A commonly phrased explanation of the Fréchet
distance is as the minimum leash length required so that a man
and a dog can walk on the two respective traces in question,
from their beginning to end in a monotonic way, i.e. without
backtracking in time on either trace.

B. Evaluation Setup and Testbed
We implemented implemented and evaluated the positioning

methods in a large university hospital covering more than
160, 000m

2 distributed over three main floors, i.e., basement,
ground- and first floor. This large and highly diverse building
complex consists of of several connected buildings of different
structure and building materials. Fig. 1 illustrates areas pro-
viding challenges for WiFi positioning: e.g., the main entrance
is dominated by an atrium and a window section entirely
covering one of the walls; at the core of the complex is a 435
meters long open hallway, where separating doors are rarely
closed. At the time of our data collection, the hospital was
undergoing a major expansion, so that that construction work
restricted the access to some parts of the building complex.
Several places around the hospital are dominated by large
window sections spanning from floor to ceiling, which proved
difficult to model in our proposed methods. The same holds for
the large number of elevators and staircases, allowing to easily
move between floors. The proposed methods were deployed
on top of the hospital’s already existing WiFi infrastructure
of 589 APs. These are spread evenly throughout the building
complex, with 227 located on the ground floor, 206 on the 1st
floor and 156 in the basement.

C. Data collection
To comparatively evaluate the proposed methods, we col-

lected more than 12 hours of data over 3 days, using six

Android phones: 5 Galaxy Nexus 4 and 1 HTC One M7.
The phones’ sampling frequency was set to 0.5Hz, however,
due to the dynamic environment we experienced short outage
periods. The phones were carried in several places: Two in
front trouser pockets, one in a breast pocket, and two held in
hand. Furthermore, to account for different concentrations of
people at the hospital, data was collected at different times
of day, spanning late morning to early evening. The col-
lected traces covered most hospital areas, including basement,
ground and first floor, but excluding off-limits areas such as
Emergency and Surgery departments. We specifically chose
trips including floor changes in difficult areas. Ground truth
was collected by capturing time stamps at known waypoints
along the routes. Waypoints where carefully chosen prior to
data collection, allowing straight line movement between two
consecutive waypoints to allow for accurate linear interpo-
lation. At few places during the collection we were forced
to make small changes to the chosen path due to unforeseen
obstacles occurred which are inevitable in a working hospital.
In such scenarios, the changes were marked on the map by
the individual not carrying the data collection app, in order to
minimize intrusion.

V. EVALUATION RESULTS

In the following, we present firstly, how the chosen methods
perform across different proposed evaluation metrics and in
light of environmental challenges encountered, and secondly,
how different evaluation metrics allow to capture and compare
different performance characteristics of positioning methods.

Furthermore, results are given for the methods described in
Section III for the parameter values stated therein; for further
parameters, suitable values were determined by parameter
search (on a subset of the dataset described below): for the
radio map-based algorithm, we obtained gridspacing = 2m,
P (d0) = �28.216, ⌫ = 3.176, aW = 4.275, aF = 10.075,
and maxWalls = 5; the particle filter uses 5, 000 particles.

A. Comparing accuracy and error distance precision
Table II presents the accuracies of the proposed methods,

using the evaluation metrics from Section IV-A. PF-filtered
RM-based positioning evaluates as superior across all metrics.
However, as PF is used here with constant quality indicator,
i.e. is oblivious of positioning quality, the gain from using PF
is much smaller than, if, e.g, the error of the RM-based po-
sitioning were precisely known—which would improve mean
accuracy from 8.68m to 6.09m for E

u

. Improvements can
also be harvested by stacking filters: applying TF before PF
to RM yields a mean error of 8.36m for E

u

.
Fig. 2 presents the CDFs for all positioning methods and

evaluation metrics. The relative accuracies of the methods are
similar across the different evaluation metrics. However, the
absolute accuracies showing in the CDFs vary significantly
across metrics, as expected from their definition, see also [25].

Data collected includes several still periods in or near the
atrium, see Fig. 1, which proved very difficult to model.
If these periods are removed from the dataset, the mean



error diminishes, e.g. for E

u

to 8.40m for PF(RM). Results
show also large accuracy differences across trips and phones,
yielding E

u

mean values between 5.47m and 15.42m (0.62m
and 22.39, when re-including the mentioned still periods).

B. Trace similarity
We experienced high correlations between visual evalua-

tions and Fréchet distances, suggesting that the latter captures
(intuitive) trace similarity better than other metrics. For illus-
tration, Fig. 3 shows an example trace estimated using WC
and PF(RM), indicating that estimates from PF(RM) are not
only more accurate but also resemble the trace better; this
visual verdict is again best reflected in the Fréchet distance
measure. However, there are also visualizable indications that
the Fréchet distance may not be perfectly suited to capture
trace similarity, e.g., it fails to properly distinguish the traces
sketched in Fig. 3c. It can be argued that Trace 2 (blue)
resembles the ground truth better than Trace 1 (orange),
however, Trace 1 would result in a lower Fréchet distance.

Accuracies for Fréchet distance are included in Table II.
Note, that the Fréchet distance is very sensitive to outliers.
However, for filtering position traces, this flaw is attenuated, as
visible in Table II for PF results. PF(RM) again proves superior
with a mean Fréchet distance of 30.23m. Again, also for the
Fréchet distance, stacking filters improves accuracy, e.g. for
RM to a mean error of 28.16m. Visual inspection suggests
that some (visually important) aspects of trace similarity are
captured well also by E

u

⇤—likely because it captures how
well a (real) trace is covered by position estimates.

C. Floor prediction
Table III shows floor prediction accuracies for 16,509 es-

timations using the five floor prediction methods described
in Section III-C. Most accuracies are above 90% and MV
outperforms, (95.78%) even WMV (95.66%)—although only
the latter accounts for the varying numbers of APs across
floors. RMP performs very poorly in comparison (52%).
This is somewhat surprising, given that the RM model was
evaluated to be a superior method for position estimation.

D. Impact of window sizes
Table IV shows the effects of using various window sizes,

with and without 50% segment overlap: both E

u

and Fréchet
WC RM TF(WC) TF(RM) PF(WC) PF(RM)

Eu
Mean 15.35 9.89 15.17 9.24 14.18 8.68
Median 10.95 7.18 10.92 6.99 9.77 6.51

Eu⇤ Mean 16.03 11.42 15.84 10.86 15.22 10.53
Median 11.47 7.78 11.44 7.60 10.54 7.37

E2
Mean 11.46 6.79 11.27 6.27 9.94 5.37
Median 6.85 3.55 6.74 3.31 4.89 2.42

Ed
Mean 4.99 3.27 5.12 3.09 4.01 2.95
Median 3.61 2.04 3.58 1.81 2.32 1.57

Fréchet Mean 44.13 35.32 39.36 31.09 38.15 30.11
Median 32.00 29.07 29.92 25.49 26.83 22.92

TABLE II: Postioning errors in meters for chosen methods.
SAP WA MV WMV RMP

Wrong predictions 3006 1215 697 715 7925
Accuracy (%) 81.79 92.64 95.78 95.66 52.00

TABLE III: Accuracy of different floor prediction methods.

With overlap Without overlap
Window size 4s 6s 8s 10s 4s 6s 8s 10s
Eu Mean 9.62 9.55 9.46 9.48 9.76 9.55 9.56 9.59
Fréchet Mean 34.91 33.61 33.38 32.09 34.00 32.64 32.15 31.17

TABLE IV: Error in meters of varying window sizes with and
without 50% overlap for RM-based positioning method.

distance tend to decrease with increasing window sizes, but not
substantially so. The best E

u

mean of 9.46m is achieved with
an 8s window and 50% overlap. The mean Fréchet distance is
generally improving with increasing window sizes, where the
best result of 31.17m is achieved with a 10s window and no
overlap. Note, that for the E

u

metric, best results are obtained
with overlap, but for Fréchet distance without overlap—and
that optimal window sizes also differ for E

u

and Fréchet
distance, respectively—both probable indications that the two
measures indeed capture different aspects of position tracking
accuracy.

E. Problematic areas
In this section we present and discuss positioning difficulties

manifesting in certain areas, focusing on the RM results. Fig.
1 depicts where we encountered environmental difficulties at
the hospital.

To illustrate the positioning challenges as well as position-
ing variations, we collected data, standing still at problematic
areas in 6 sessions (almost 160 minutes of data), 4 of these at
the main entrance (the larger green area in Fig. 1), respectively.
The E

u

mean errors for these sessions spans from 14.45m to
17.66m. These results are significantly worse compared to the
overall hospital performance (9.89m), and the last 2 session
(1 collected in the basement south of the main entrance and 1
collected on the ground floor to right of the main entrance
area), yielding E

u

means of 9.66m and 1.79m, resp. The
higher accuracy of the last sessions suggests that it is the
location rather than the standing still mode that is the primary
source of errors. Moreover, the heat map shown in Fig. 4b
also indicates that this area is among those yielding the largest
position errors. Another difficult area to model is the the long
central hallway, where doors are rarely closed. This means that
signals from APs far away attenuate slowly, thus the RSSIs are
very similar to RSSIs from APs that are close by and blocked
by walls, which results in imprecise location estimations. This
causes straight line movement to be estimated as oscillating
back and forth along the hallway.

Table V presents mean and median positioning deviation,
as defined in Section IV-A. The majority of the results are as
expected, with WC filtered with TF performing slightly better
than standalone WC. Also, applying particle filtering generally
improves results for all methods. Surprisingly, RM performs
significantly worse compared to WC. This may be caused by
using one model to describe the entire hospital. While such
a model can be generally accurate, the model might poorly
emulate certain areas such as the atrium by the main entrance.

Fig. 4a presents a heat map of erroneous floor predictions,
which clearly identifies additional environmental difficulties at
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Fig. 2: Position error CDFs for the positioning methods described in Section III, for the four proposed metrics.

(a) WC (b) PF(RM)
Waypoint Trace 1 Trace 2GT

Distance = M

Distance = M

Estimate

(c) Traces vs ground truth examples
Fig. 3: Example of positions estimates (yellow) using WC and
PF(RM) as well as the ground truth (green) and a visual sketch
for two types of traces.

WC RM TF(WC) TF(RM) PF(WC) PF(RM)
Ep mean 7.03 9.80 6.79 8.93 4.89 5.88
Ep median 5.68 7.80 5.48 7.30 3.41 4.45

TABLE V: Position deviation results for when standing still.
the hospital. The areas where wrong floor predictions mainly
occur are dominated by either large window sections or in
stairwells and elevators. Large windows make it difficult to
distinguish between APs located on different floors in the
surrounding buildings which probably influences the floor
prediction. As can be seen from Fig. 4b the difficult areas for
floor prediction are also problematic for position estimation
as a whole. The simple signal propagation model does not
incorporate the characteristics of the more complex areas.

VI. DISCUSSION

In the following, we discuss some lessons learnt from,
limitations of, and phenomena within our evaluation as well
as experiences giving raise to future work.

Because of the unpredictable and complex nature of real
world environments such as the testbed hospital, several
factors may have influenced the presented results. The data
was collected walking predefined routes at constant speed. To
obtain more robust an generalizable results, data which rep-
resents different walking speeds and using different vehicles
could be considered. Furthermore, while the most frequently
visited areas of the hospital are well represented in our
dataset (and thus allow optimism in regards to generalization),
due to the natural of hospitals several areas had restricted

(a) Erroneous floor estimations when using majority voting

(b) Position estimation errors when using a radio map

Fig. 4: Heat maps indicating the extent of estimation errors

access during our data collection. It would be interesting,
though, to investigate how the positioning methods behave
in e.g. the x-ray department. We also experienced problems
maintaining a stable scan frequency at the specified 0.5Hz,
i.e., we experienced short outages of WiFi data. However, even
though this is not ideal and a stable frequency preferred, it can
be argued that such outages better emulate a real-world use
scenario, especially if a system is network-based and only able
to estimate a position whenever a device transmits a package.
Thus, a realistic testbed such as the chosen one may result in
less consistent results, but serves as a better representation of
what can be expected in a real-world deployment.

A. Evaluation metrics
The Fréchet distance describes certain aspects of continuous

performance, however not necessarily all of them, as illustrated
by the example given in Fig. 3c. Low Fréchet distance does
for instance not guarantee that accurate speed estimations can
be computed from the position estimates. For this reason,
we propose future research on additional evaluation metrics
that capture other aspects of continuous performance. We
believe that both spatial and temporal coherence of position
estimates are important in many use cases and that evalu-
ation metrics describing both should be developed. Another
potential future research direction is to derive the effect that
positioning performance has on different applications. How
do different methods perform as input to other algorithms and
do the presented metrics capture all the important aspects of
positioning? E.g., will improved positioning performance also



improve the accuracy of different Human Activity Recognition
methods such as the ones presented [26], and if so, which
aspects of positioning performance are the most important?

B. Utilizing environmental knowledge
As shown in Fig. 4b, at the testbed environment several

areas existed where position estimation is challenged by dom-
inating environmental factors. Examples of such areas are the
long hallway and areas that are dominated by large window
sections facing other buildings. Future investigations should
focus on how to incorporate knowledge about the environment
so that errors in difficult areas are mitigated. To this end, uti-
lizing environmental knowledge to obtain position quality in-
dicators (as utilizable in, e.g., particle filters) seems promising;
additionally, e.g., Prentow et al. [27] have developed notions
such as deviation maps, intended to capture and map the local
structural WiFi biases within large building complexes in order
to de-bias positioning in such areas. Worthwhile investigating
is also whether radio-map-based positioning can be improved
by dynamic optimization of the propagation model parameters
using the RSSI of signals sent by APs, as received by adjacent
APs. If so, this would increase the development effort, but
greatly reduce maintenance effort. Similar ideas are proposed
in [12] and [13].

VII. CONCLUSION

In this paper, we have presented a comparative evaluation
of various low-effort indoor positioning methods and posi-
tioning filters, undertaken in a large and diverse real-world
environment, specifically in a large university hospital, which
spans more than 160, 000m

2. We have highlighted that orga-
nizational requirements and environmental difficulties render
it challenging to achieve positioning accuracy levels similar
to those presented for smaller and more structured evaluation
areas and setups as is common in related publications on
positioning methods. Based on our results, we argue that there
is a need to further investigate how to implement robust and
especially low-effort indoor positioning methods in real-world
large-scale scenarios. We hope that this paper can inspire
similar evaluations, where the gap between emulation and
small-scale evaluation versus real-world evaluation is nar-
rowed. Additionally, we also present results for and reflect on
appropriate (uses of) measures for capturing position tracking
accuracy in such real-world scenarios. These results indicate
that merely focusing on positioning errors for single positions
is insufficient to describe the performance of positioning
methods in real-world use. If such methods are to be applied
in real-world indoor solutions, evaluation metrics that describe
both discrete and continuous performance need to be taken into
consideration and combined sensibly. We invite researchers to
consider and extend on the proposed metrics presented in this
paper in order to design a set of metrics which even better
covers all performance aspects of indoor positioning.
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